ES_FF_GMN_v1.1.pdf

12.1.2
What Is a Redundant Controller Configuration?
1. Hardware failures can occur.  A simple parity error can sometimes cause a RAID system to completely hang up.
2. Having two controllers working together will guarantee that at least one controller will survive catastrophes and keep the system working.
3. This is the logic behind having redundant controllers – to minimize the chance of down time for a storage subsystem.
A redundant controller system uses two controller modules to manage the storage arrays. It requires two identical controllers to work together and both must be working normally. During normal operation, each controller serves its I/O requests.
If one controller fails, the existing controller will temporarily take over for the failed controller. The failover and failback processes are completely transparent to the host and require only minimum efforts to restore the original configuration.

Below is a sample illustration of the redundant controller operation:
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Figure 12 - 6  Redundant Controller Channel Bus

The host computer is connected to both the Primary and the Secondary controllers.
Each controller has two of its I/O channels assigned as the host ports, and the rest of I/O channels assigned to drive connection.
There are two logical drives. Logical drive 0 is assigned to the Primary controller (associated with the Primary ID), and logical drive 1 assigned to the Secondary controller (associated with the Secondary ID). If one controller fails, the surviving controller will manage the logical drive that was previously managed by the failed controller via the once inactive ID (the standby ID, see the IDs beside the dash lines).
ID mapping is synchronized between the controllers.  If one controller fails, the surviving controller keeps a replica of all configuration data.  The related ID mapping on the controllers looks like the tables below:

	Channel
	ID
	Status
	Target Chip

	0
	0 (Primary ID)
	Active
	Primary Controller channel 0

	
	1 (Secondary ID)
	Standby
	Secondary Controller channel 0

	1
	1 (Secondary ID)
	Active
	Secondary Controller channel 1

	
	0 (Primary ID)
	Standby
	Primary Controller channel 1


Table 12 - 1 ID Mapping Status (Normal Operation)
In the event of controller failure (say, the Primary controller fails), the once inactive 

IDs (chip) become active:

	Channel
	ID
	Status
	Target Chip

	0
	0 (Primary ID)
	Active
	Primary Controller channel 0 – Failed!

	
	1 (Secondary ID)
	Standby – becomes Active!
	Secondary Controller channel 0

	1
	1 (Secondary ID)
	Active
	Secondary Controller channel 1

	
	0 (Primary ID)
	Standby
	Primary Controller channel 1 – Failed!


Table 12 - 2 ID Mapping Status (Single Controller Failure)
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Figure 12 - 7  Controller Failover

For every channel that is actively serving I/Os, there is another channel on the alternate controller that stays idle and will inherit the task should its counterpart fail.
As long as I/O bus bandwidth is not a concern, many active IDs can co-exist on single or multiple host channels.  Standby chips may not be necessary.
